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There are a lot of things wrong with this world...
but too much intelligence is not one of them.

- Richard Sutton




What is Reasoning?

— The ability to solve a problem or navigate through a scenario by piecing together prior knowledge
and facts




Why we need Reasoning?”

— Consider how a human solves a complex task such as multi-step math problem: by reasoning through
a series of intermediate steps before arriving at the final answer. [1| showed that eliciting such
intermediate reasoning steps in LMs can greatly improve performance on a range of complex reasoning

tasks.
Standard Prompting Chain-of-Thought Prompting
Q: Roger has 5 tennis balls. He buys 2 more cans of Q: Roger has 5 tennis balls. He buys 2 more cans of\
tennis balls. Each can has 3 tennis balls. How many tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now? tennis balls does he have now?
The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples Q: The cafeteria had 23 apples. If they used 20 to
do they have? make lunch and bought 6 more, how many apples

) Co they have? )

The

answeris 9.

Chain of Thought example - [1]

[1] Wei et al. - Chain-of-Thought Prompting Elicits Reasoning in Large Language
Models. In Neural Information Processing Systems, 2022.




— Models can fail when familiar surface patterns are preserved but the underlying problem-solving
requirements change.

MATH-P-Simple Simple inal Problem Hard MATH-P-Hard
Perturbation Perturbation

What is the range of the function < What is the range of the function > Whali?mommdmhm
y = il Minimal Edits | y = “=:249 Minimal Edits | y = “~-ii2
Solution inal Solution Solution

We can f?at;r‘mo:)umbr to We can l?cu; (mo'numomoc to Different The ";“c"“‘ simplifies to

_ (z+2)=x+ o {x42)(x+1) y=34+z+ =
T — Problem- ly = " . ’

SRy 243 Same ooty 241 & Problem-solving By Cauchy-Schwarz Inequality,
The function is equivalent to = + 1 solving Method ' The function is equivalent to x + 2 Methods 2 o /5

when = # —2. However, because € » whenz # —1. However, because € Pzt T 22v2 (22>0)

x cannot equal 2, y cannot x cannot equal 1, y cannot z+ 4 <272 (2<0)

equal — 1. Therefore, the range is equal 1, Therefore, the range is Therefore, the range is

(=00, ~1)U(~1,00). (=00,1)U(1,00) . (=00,3 - 2V2] U 3 + 2V2, o)

Changed Answers Original Answer Changed Answers Answer

(=00, =1) U (~1,00) € M (=00,1)U(1,00) » ™ (~00,3 - 2v3) U (3 +2V3, o)
« Numerical modifications; « Increasing the complexity of the mathematical objects;

« Asking for a different but related quantity; « Altering key numbers to large values (disabling brute-force solution);
« Adding/removing non-essential constraints, * Relaxing constraints to cover more general cases;

. o .

.

Modifying essential conditions (removing simplifying properties);

lllustration of the annotation process for MATH-P-Simple and MATH-P-Hard - [2]

[2] Huang et al. - Math-perturb: Benchmarking llms’ math reasoning abilities
against hard perturbations, 2025




Original MATH-P-Easy MATH-P-Hard
S S Al‘lhlnm:AlM.‘lhuAAllAll‘lhh‘lhlAAl
Gemini-2 0-flash-thinking-exp Reasoming 9247 9268 9217 9104 STSO 9565 143 TSM TTHM TOI3 M
ol-preview Rexsoning STS1 854 8% 878 NN O SNS 00 T2 T3 0 15
ol mini Reasoning 9127 9390 9178 9498 9329 9739 071 TS49 7927 TTI9 1578
Gemini-2 0-fash-exp NoorRessoning SS.17 8720 8957 S280 S1.71 S435 537 6748 6829 622 21L.M4
Gemini-1.5-pro Noo-Ressoning 77.78 77.44 7826 7742 7653 7826 036 35663 3610 5739 2115
GPT-40 Noo-Ressoning 6703 6590 6135 6201 6098 6348 502 3943 378 .74 2760
GPT-4-turbo Noo-Reasoning 5699 5549 35913 5520 5671 5304 179 3441 3639 3130 22358
Clande-3 5 Sonnet Noo-Ressoning 64.52 6280 6696 5842 5732 G000 610 3871 38541 3013 2581
Clande-3-Opas NoorRessoning 4191 3902 46090 4190 3963 4522 000 2652 2500 2570 1542

Zero-shot CoT performance of LLMs across three sets: All, train & test - [2]

[2] Huang et al. - Math-perturb: Benchmarking llms’ math reasoning abilities
against hard perturbations, 2025




Methods for Eliciting &
Traming Reasoning in LLMs

1. Chain of Thought (CoT) - [1]

— A series of intermediate reasoning steps (CoT) significantly improves the ability of large language
models to perform complex reasoning.

— Works on LLMs since they are capable of in-context few-shot learning via prompting.

[1] Wei et al. - Chain-of-Thought Prompting Elicits Reasoning in Large Language
Models. In Neural Information Processing Systems, 2022.




1. Chain-of-Thought (CoT) - [1]

*2‘:“_““‘?;0‘“%““8 _ Chain-of-Thought prompting
o e h D enables LLMs to solve challenging
- - - Prior supervised best
math problems. It can also be
LaMDA GPT PaLM observed that chain-of-thought
reasoning is an emergent ability of
increasing model size - [1]

GSM8K
solve rate (%)

I - )

(e o o

o

N B O
o O O

SVAMP
solve rate (%)
o

MAWPS

solve rate (%)
N Ot
T O O

=

04 8 137 04 7 175 8 62 540
Model scale (# parameters in billions)

[1] Wei et al. - Chain-of-Thought Prompting Elicits Reasoning in Large Language
Models. In Neural Information Processing Systems, 2022.




2. Supervised FineTuning (SFT) on Reasoning Traces

— Instead of elicting reasoning via prompting we train a model via SFT.

— |[3] proposed a method in which we generate
multiple reasoning traces and fine-tune the model on
reasoning-traces that have correct answer. 'S ™\

/p[ Question, Rationale, Answer ] Correct J
— Since this loop eventually fails to solve any new e
problems in the training set because it receives no @ """"
direct training signal for the questions it couldn’t

solve (wrong answer), they propose rationalization.
This makes it a Self-Taught Reasoner (STaR)

Rationale
Language |Generation
Model

Rationale, Answer}

Rationalize

- J { Rationale, Answer]

Overview of STaR and STaR-generated rationale - [3]

[3] Zelikman, E., Wu, Y., Mu, J., & Goodman, N. D. (2022). STaR: Bootstrapping
Reasoning With Reasoning. ArXiv, abs/2203.14465.




2. Supervised FineTuning (SFT) on Reasoning Traces

GSMB8K Test Accuracy (%) Train Data Used (%)

Few-shot Direct GPT-J 3.0 ~()
Few-shot CoT GPT-J 3.1 ~()
GPT-J Direct Finetuned 5.8 100
STaR without rationalization 10.1 25.0
STaR with rationalization 10.7 28.7

Performance of STaR vs other SOTA methods -[3]

[3] Zelikman, E., Wu, Y., Mu, J., & Goodman, N. D. (2022). STaR: Bootstrapping
Reasoning With Reasoning. ArXiv, abs/2203.14465.




3. Reinforcement Learning (RL)

— Law of Effect: The greater the satisfaction or discomfort, the greater the strengthening or weakening
of the bond. - [4]

— Reinforcement learning is learning what to do—how to map situations to actions—so as to maximize
a numerical reward signal. - [5]

— How is it different from Supervised and Unsupervised learning?

— Explore & Exploit

[4] Edward L. Thorndike - Animal Intelligence: Experimental Studies, 1911
[5] Richard S. Sutton and Andrew G. Barto. - Reinforcement Learning: An Introduction. 2018




Elements of RL:

Element General Meaning For LMs
The LM with parameters
Learner /decision-maker that interacts with an 5 ,9
Agent , or ] that generates tokens according
environment to maximize expected cumulative reward. _
o to policy g
Everything outside the agent
Environment External system the agent interacts with. i e

that responds to its action.

Current prompt + tokens

State Representation of the current situation the agent observes
generated so far
St
Action A choice made by the agent in a state (acc. to its policy) Generating the next token
at




Elements of RL:

Element General Meaning For LMs
LM’s next-token probabilit
Policy Specifies how agent chooses an action given a state e > i
distribution - Py
mo(als)
R(z,y)
Scalar feedback showing how desirable/good or scalar feedback assigned to the
Reward . N .
R undesirable/bad the action is. generated response/trajectory.
= {3(), ap,70,81,a1,71y- .-, ST}
: : : : . Generation Prompt -+
Trajectory Sequence of states, actions & rewards in one interaction
T Response + Rewards




RL Objective:

— Goal of RL while training LMs: i arg max J (71')
o N

Expected return
generated using

— Standard SGD: @k—I-l = @k = ’I’]V@L(@k)
— Vanilla Gradient Ascent: @k—l-l == @k - ’r]v@,](@k)

— Average Reward over all Trajectories, that the policy might generate:

J(m) = / P(r | 1) R(r) = Ermpioin) [R(7)]




RL Objective:

i
— Probability of a Trajectory: P(7 | ®) = po(so) HP(st | 8¢—1,a: 1) wla—1 [$0)
e T T

prob. that env. prob. that env. prob. that
starts in state s transitions to s; 7 chooses a;_1
given state s;—; after seeing s;_1

and action a;_1

T
VQJ(TFQ) m— ‘ETNWO R(T) Z VQ lOg 7T9(at_1 | St—l)
=1

— The Expectation is over all possible Trajectories: |7| = ‘V|N (non-tractable)




REINFORCE - [6]

— We use Monte-Carlo estimate (MC): sample a set N of trajectories and then estimate the gradient:

1 EeN ‘\
VoJ(ma,) ~ TLL Vglogmg,(at-1 | st-1) R(7)
eN

=1l

[6] Williams, R. J. (1992). Simple statistical gradient-following algorithms for connectionist
reinforcement learning. Machine Learning, 8, 229-256.




TRPO - [7]

(i



TRPO - 7]

— While REINFORCE tells us which direction improves the policy it doesn’t sufficiently restrict how
‘far’ the new policy moves and it also has high-variance.

7r9(a,t | St)

0514 (a’t | st)

— Importance Ratio: Tt(e) S

T
- Tg\at | St
max Lrr, E : o A’ﬂ'oold(st’at)

0 5 =0 ﬂ-aold(a’t | 'St)

subject to [ DL (o, (< | s¢) || ma(- | 8¢))] < 6

[7] Schulman, J., Levine, S., Abbeel, P., Jordan, M.I., & Moritz, P. (2015). Trust Region Policy
Optimization. International Conference on Machine Learning.




Some More Elements of RL:

Aﬂe(37 a’) 5 Qﬂo('S’ a’) g Vﬂo(s)

Action-Value Function State-Value Function

Qr,(8,0a)
— Action - Value Function: expected cumulative reward when you start in state § & take action (@ and
act according to the current policy 7Tg .

Vio(8)

— State-Value Function: expected cumulative reward when you start in state S.

A, (s,a)
— Captures how much better or worse the action (@ is relative to the policy’s expected performance from
state § .




PPO - [8]

(i



PPO - [8]

— To reduce high variance of REINFORCE we use a more informative baseline

— We drop the KL constrain & introduce a clipping mechanism into the objective that discourages large
updates.

75
: 7T49(% \ St) ] 7To(at | St)
max E. . Zmln A St, Gy chp( 1—€¢,14+€¢]A St, Gy
R Toaq(at | St) o (842 01) Mg (@t | 5t) , oo (54201
-_
Unclipped objective Clipped objective J

[8] Schulman, J., Wolski, F., Dhariwal, P., Radford, A., & Klimov, O. (2017). Proximal Policy
Optimization Algorithms. ArXiv, abs/1707.06347.




[L9E
JPP()(H, ’7) = IE7"\’7"6’01d Zmll’l ( 7T0(at | St) Ar, (Sta at)a clip ( ﬂ-e(at | St)
=

Tomal@s | 8t) °U

Weold(at | s¢)

) 1 — €, 1+ 6) Aﬂ-oold (St, at)>

Maximise reward

+ wiH(mg) — waEs Dk (mo(- | 8¢) || mret (- | 8¢))] — w3 Ly ()

s’

Maximise entropy Penalise KL divergence

— We use a critic as the baseline: A(z,y) = R(z,y) — V(z)

Critic L2



RLHF - [9]

(i



RLHF - [9]

— Cross-Entropy loss can’t capture human preference/taste so we rely on metrics like BLEU & ROUGE

— But can we use Human Feedback on generated text as a measure of performance & then use that
teedback as a reward signal that can optimize the LM?

[9] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang, C., Agarwal,
S., Slama, K., Ray, A., Schulman, J., Hilton, J., Kelton, F., Miller, L., Simens, M., Askell, A.,
Welinder, P., Christiano, P., Leike, J., & Lowe, R. (2022). Training language models to follow
instructions with human feedback. ArXiv, abs/2203.02155.




RLHF - [9]

. Can you explain to me how RL with human feedback works for language models like | am
five?

9

Sure! So, imagine you have a robot named Rufus who wants to learn how to talk like a
human. Rufus has a language model that helps him understand words and sentences.

First, Rufus will say something using his language model. For example, he might say "l am
arobot."

Then, a human will listen to what Rufus said and give him feedback on whether it sounded
like a natural sentence a human would say. The human might say, "That's not quite right,
Rufus. Humans don't usually say 'l am a robot.' They might say 'I'm a robot' or 'l am a
machine.""

Rufus will take this feedback and use it to update his language model. He will try to say
the sentence again, using the new information he received from the human. This time, he
might say "I'm a robot."

The human will listen again and give Rufus more feedback. This process will continue until
Rufus can say sentences that sound natural to a human.

Over time, Rufus will learn how to talk like a human thanks to the feedback he receives
from humans. This is how language models can be improved using RL with human
feedback.

ChatGPT-3.5's response when asked to explain RLHF, from blog

[9] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang, C., Agarwal,
S., Slama, K., Ray, A., Schulman, J., Hilton, J., Kelton, F., Miller, L., Simens, M., Askell, A.,
Welinder, P., Christiano, P., Leike, J., & Lowe, R. (2022). Training language models to follow
instructions with human feedback. ArXiv, abs/2203.02155.




RLHF - [9]

Step! Step 2 Step 3
Collect demonstration data, Collect comparison data, Optimize a policy against
and train a supervised policy. and train a reward model. the reward model using

reinforcement learning.

A prompt is @ A prompt and @ A new prompt -
sampled from our . S several model . i is sampled from Wi o sty
prompt dataset. landing 10 8 & year old outputs are landing 10 & & year old the dataset. about trogn
sampled.
v o 0o | '
A labeler Coes worty (o o The policy 990
demonstrates the @ w;.w‘ MQ generates % -
desired output — e s an output.
behavior. Some ooooh went Y *
e A labeler ranks
* the outputs from @ Cusevpenstme
This data is used R best to worst. e 0:6-0 v
to fine-tune GPT-3 The reward model s
with supervised * calculates a
ing. reward for %
lsarning 4 This data is used
AM the output.
B3| E5)Es! to train our 4
reward model, The reward is
r -
0000 used to update k
the policy
using PPO.

RLHF method for training a LM proposed in [9]

[9] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang, C., Agarwal,
S., Slama, K., Ray, A., Schulman, J., Hilton, J., Kelton, F., Miller, L., Simens, M., Askell, A.,
Welinder, P., Christiano, P., Leike, J., & Lowe, R. (2022). Training language models to follow
instructions with human feedback. ArXiv, abs/2203.02155.




RLHF - [9]

— We train a Reward Model (RM) to minimize the following the objective:

L(0) = —logo (Ry(z,y:) — Ro(z,y;))

— It has been derived from the Bradley-Terry Model:
eXp (Rg(ib, yz))
eXp (Rﬂ(wa yz)) + exp (Rg(il?, y]))

Py - yjlz) =

— Training objective for RL phase (as given in [§]):

UY?) £
(y | ) : ’YECBNDpretrain []'Og W@(w)]

]E:L-N ~T\Y|T R 2 e
H:rag'x D, y~mo(y|z) s(2,y) — Blog Tret (Y | )

[9] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang, C., Agarwal,
S., Slama, K., Ray, A., Schulman, J., Hilton, J., Kelton, F., Miller, L., Simens, M., Askell, A.,
Welinder, P., Christiano, P., Leike, J., & Lowe, R. (2022). Training language models to follow
instructions with human feedback. ArXiv, abs/2203.02155.




RLHF - [9]

g 0.6 -

= Model

('.}—.) -&- PPO-ptx

7 -o—- PPO

'<§) 04 -~ SFT

g GPT (prompted)
© - GPT

£ o

1.3B 6B 1758
Model size

Human evaluations of various models (RLHF & SFT) - [9]

[9] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang, C., Agarwal,
S., Slama, K., Ray, A., Schulman, J., Hilton, J., Kelton, F., Miller, L., Simens, M., Askell, A.,
Welinder, P., Christiano, P., Leike, J., & Lowe, R. (2022). Training language models to follow
instructions with human feedback. ArXiv, abs/2203.02155.




RLOO - [10]

D 2




RLOO - [10]

— REINFORCE suffers from High Variance (uses entire trajectory’s reward to scale gradient of every
action )

— RLOO reduces the variance of the policy-gradient estimator without training a separate critic (aka
value function) by using the rewards of the other sampled responses as a leave-one-out baseline.

K K 1 K
A(mayz) = R(mayz) Z L y] K S R(xayz) K ZR(xay])
=l

Leave One Out Baseline

[10] Wouter Kool, Herke van Hoof, Max Welling: Buy 4 REINFORCE Samples, Get a Baseline
for Free! DeepRLStructPred@ICLR 2019




RLOO - [10]

‘ N —
Advantage

1 T
Vod(mg,) =~ —ZZVglogweo(at 1| 8¢—1) A7)
TEN t

[10] Wouter Kool, Herke van Hoof, Max Welling: Buy 4 REINFORCE Samples, Get a Baseline
for Free! DeepRLStructPred@ICLR 2019




GRPO - [11]

— PPO requires a separate critic/value model to estimate V(s) and compute advantage.

— GRPO eliminates the critic by sampling multiple responses for the same prompt and using their
group-relative rewards to estimate the advantage.

Reference |y
PPO Model ) 2@ 1
Reward )

Model |

;
;

Trained
Models

GRPO

[+ H

Frozen
Models
\ et i)

Demonstration of PPO and GRPO - [11]

[11] Shao, Z., VWandsR *Z @M XIRES ong 2 2Bl 2 X, Zhang, H., Zhang, M., Li, Y. K., WU, Y.,
& Guo, D. (2024). DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open
Language Models. ArXiv, abs/2402.03300.




GRPO - [11]

G sl
Jerpo(0) =E | = Z Z min (Tz t(0)Ait, clip (riz(0),1 —€,1+ G)Az',t) — BDxw (s || Wref)]
1=l z t=1
Advantage Importance Ratio KL estimate

7"-49(yi,t | wayi,<t)
ﬂ-oold(yi,t | m,yz’,<t)

— I

71'ref('yz',t | x,yi,<t) 5 log '/Tref(yz',t I mayz’,<t)
™ o(yz',t | 33,yi,<t) ™ o(yz',t | w,yz',<t)

ri,t (0) =

Dl o]l =

[11] Shao, Z., Wang P rZ i IR@SPXIRRERs ong Y 2Bl X, Zhang, H., Zhang, M., Li, Y. K., Wu, Y.,
& Guo, D. (2024). DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open
Language Models. ArXiv, abs/2402.03300.




GRPO - [11]

— Use of rule-based reward system: Reward,,j. = Reward,.. + Reward tormat

Prompts+Responses
Training Algorithms

’ ‘ Reasoning Prompts diverse Prompts Rewards
Reasoning Prompts Post-P ;
Filter Refine Rule-based Reward

Accuracy DeepSeek & Preference Reward

& Format V3+Human

DeepSeek

Multi-stage pipeline of DeepSeek-R1 - [19]

[11] Shao, Z., Wang P *ZhUuRCMXREesRs onag 2 2Bl X " Zhang, H., Zhang, M., Li, Y. K., W4, Y.,
& Guo, D. (2024). DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open
Language Models. ArXiv, abs/2402.03300.




GRPO - [11]

Question: If a > 1, then the sum of the real solutions of va — vya + x = x is equal to
Response: <think>
To solve the equation ya — va + x = x, let’s start by squaring both - - -

2
(\/a—\/a+x) =x2 = a-+a+x=x2

Rearrange to isolate the inner square root term:
(a-x2)2=a+x = a*-2ax’+(x?)? =a+x = x*-2ax?-x+(a*-a) =0

Wait, wait. Wait. That’s an aha moment I can flag here.
Let’s reevaluate this step-by-step to identify if the correct sum can be - - -

We started with the equation:
Va-+Va+x=x

First, let’s square both sides:

- a+x=x2 = Va+x=a-—-Xx

Next, I could square both sides again, treating the equation: - - -

2

“aha moment” of an intermediate version of DeepSeek-R1-Zero - [19]

[11] Shao, Z., Wang P rZ i IR@SPXIRRERs ong Y 2Bl X, Zhang, H., Zhang, M., Li, Y. K., Wu, Y.,
& Guo, D. (2024). DeepSeekMath: Pushing the Limits of Mathematical Reasoning in Open
Language Models. ArXiv, abs/2402.03300.




Efficient Reasoning

— Reasoning is expensive

— Reasoning effort should change based on the difficulty of the task

abdulk@Abduls-MacBook-Air ~ % ollama run qwen3:8b-q8_0
>>> [set nothink
Set 'nothink' mode.

>>> What 1s 1+1?
1 + 1 equals 2.

Thinking vs Non-thinking response via
Qwen3:8b-g8 for the prompt “What is 1+1?”




Eitficient Reasoning

Qwen3 - [12]
— Thinking Control: Integration of two modes - “thinking” and “non-thinking”

— Thinking Budget: Ability to handle intermediate cases i.e. generating responses based on incomplete

thinking.
D =2
Stage 1 Stage 2 . . . .

[ Base Models H LoneCoT Glold Skt —)[ Resosiic I, Thinking Mode Non-Thinking Mode

4 9

| <|im_start|>user <|im_start|>user
v - - {query} /think<|im end|> | {query} /no_think<|im_ end|>
[ - sc;ig:ds aI Gsuﬁ-a al Qw%ﬂ-2358-A22B ] <|im_start|>assistant <|im_start|>assistant
Thinking e Fusion eneral RL wen3-32B . .
Flagship Models J ) <th}nk? <think>
—————————————————————————————————————————————————————————— {thinking content}

Lightweight Models \L </think> </think>
[ Base Models ]—)[ Strong-to-Weak Distillation ]—)[ : 433:;733??}:%.68] {response}<|im_end|> {response}<|im_end|>

Examples of SFT data for thinking and non-thinking modes
t-training pipeline of the Qwen3 series models - [11] - [11]

[12] Yang, A., et al. (2025). Qwen3 Technical Report. ArXiv, abs/2505.09388.



Eitficient Reasoning

Nemotron Nano 2 - [13]

— Explicit Thinking Budget

Base |——>{ SFT1 [ —> SFT2 ——> SFT 3

Merged f(<—— DPO |=—

I v
RLHF [<— GRPO

Flow of Post-training for Nemotron Nano 2 - [13]

[13] NVIDIA, A. Basant, A. Khairnar, et al. (2025). NVIDIA Nemotron Nano 2: An Accurate and
Efficient Hybrid Mamba-Transformer Reasoning Model. ArXiv, abs/2508.14444.




Etficient Reasoning

Nemotron Nano 2 - [13]

— Training model to tolerate truncation

—e aime25
»i - 9PQa

—a- kb

—e= math500

Tokens After Thinking Completed

Accuracy
Tokens After Thinking Completed

i

'

!

:

!

f

g

!

:

:

—e— aime25
- gpqa

e kb
—e= math500

- aime25

- 9pqa
-o= cb

~e— math500 |

—3—8 o

(b)

Well Formed Traces

2 8 8 & s B

Well Formed Traces
s 3

3 8 8 8 3 ¥

®1 == math500

—e 3ime25
- gpQa
e math500

—e aime25
- 9pqa

Comparison of budget control truncation training (a) and after
truncation training (b) - [13]

[13] NVIDIA, A. Basant, A. Khairnar, et al. (2025). NVIDIA Nemotron Nano 2: An Accurate and
Efficient Hybrid Mamba-Transformer Reasoning Model. ArXiv, abs/2508.14444.



Recent Advances

Solve the
Navier-Stokes
Millenium Problem




Recent Advances

— Agentic Reasoning: Foundational capabilities, Self-evolving adaptation & Collective coordination - [14|

— Multimodal Reasoning - |15]

— Latent Reasoning via Looped Transformers - [16], [17]

Wead e esd .“:, — N
i
P o G
‘(1) Plaee ‘(’-u) OF, =p COF, =p, + l
7. " OF, < threshold COF, < threshold Heed
Com L5 poltl2)- £ < 8- Hipy(: | 2))

Ouro Architecture - [18]




Recent Advances

AIME24 AIME25 Olympiadbench
100 100 100
3 passd) 0 pass®)
C21 pass10 f‘.; " C21pass®l0 415
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